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Abstract
GANs and CycleGANs, such as CamStyle, have proved to be very effective when augmenting
multi-camera datasets in re-identification scenarios. They achieve this by transforming the training
images into the domain of each camera. However, this learned domain adaptation is not exploited
at the re-identification stage. In this work we propose an extension to CamStyle where the domain
transformation is not only used in training for data augmentation, but also further integrated in
testing for improving the re-identification performance when different cameras in the scenario are in
distinct domains.
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Methodology

1.1

CycleGANs for Data Augmentation

CamStyle[1] is a data augmentation technique used when training re-identification models on multicamera scenarios. CamStyle can be broken down into three high-level stages:
1. Train CycleGANs[2] on every pair of cameras in the multi-camera scenario. As each pair of
cameras have their own CycleGAN G, so an image
from any camera can be transformed into the

domain of another camera. This results in C2 or 12 (C − 1)C trained CycleGANs where C is the
number of cameras in the scenario.
2. Augment the dataset. Using the CycleGANs from Stage 1, every image from every camera in the
original dataset is transformed into every other camera. This multiplies the size of the dataset
D by the number of cameras in it, resulting in an augmented dataset of size D0 = D × C. The
0
0
resulting dataset consists of DC real samples and C−1
C D generated or “fake” samples.
3. Use the augmented dataset to train a Re-identification model. The original CamStyle[1] uses the
training strategy laid out in [3]. This effectively trains the network in a classification scenario,
where during training the inputs are the sample images and the output is Softmax probability
distribution over the identities in the dataset. The only difference at this stage between the real
and fake data is that the fake samples generated in Stage 2 have label smoothing regularization
(LSR) [4] applied to their ground-truth identity distribution. After the model M has been trained
on the classification scenario, the final layers of the model are removed, allowing feature vectors
to be retrieved as output. The model is then evaluated in a typical re-identification scenario:
matching images in a query set to images in a gallery set by producing feature vectors and
ranking the corresponding Euclidean distances.

1.2

Extending CamStyle to the Re-identification Phase

Note that in Section 1.1, the trained CycleGANs are not used in any way or form during the actual reidentification stage despite having learned directly relevant information to perform domain adaptation
across cameras/domains for a given scenario, and therefore improving the likelihood to better match
identities in reidentification. Instead, CamStyle is only used to augment the training data.
We decided to therefore extend the original CamStyle[1] protocol to also perform domain transformations
during the re-identification stage. The motivation for this is straightforward: if the gallery and query
images are from different domains, then transforming them into the same domain before extracting
feature vectors may lead to increased re-identification performance.

Figure 1: Gallery to Query Domain Transformation during Re-Identification. s is a sample, G is a
trained generator from a CycleGAN, and M is the trained re-identification model.
Figure 1 shows how this extended CamStyle protocol works when transforming the gallery-image into
the query-image’s domain. This domain adaptation can also be performed in both directions, resulting
in three possible domain adaptation protocols at testing time: Gallery to Query (eq. 2), Query to
Gallery (eq. 1), and Both (eq. 3). Both entails calculating the distances between query and gallery
sample using both Query to Gallery and Gallery to Query, and adding the resulting distances together.
dist(sg , sq ) =

q

(M (GA→B (sg )) − M (sq ))2

(1)

dist(sq , sg ) =

q

distboth (sq , sg ) = dist(sg , sq ) + dist(sq , sg )
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2.1

(M (GB→A (sq )) − M (sg ))2

(2)
(3)

Experimental Design and Results
Experimental Setting

We kept the same domain adaptation models and training strategy as used in the original CamStyle[1],
which is also equal to the original CycleGAN[2]. The generator of which contains 9 Residual Blocks[5],
while the discriminator is a 70 × 70 PatchGAN[6]. As in [1], the Adam[7] optimizer, trained for 50
epochs with a batch size of 1 is used. The learning rate for the Generator is 0.0002 and 0.0001 for the
Discriminator, which linearly decreases to 0 after epoch 30.
The re-id model also matches the original CamStyle[1] protocol. The backbone of the model consists
of a ResNet50[5] model with a final Softmax layer appended to it. The number of units in the final

Softmax layer is equal to the number of identities in the training set the model is being trained on.
During evaluation, this Softmax Layer is removed and feature vectors are output instead.
During training we also utilised Horizontal Random Flip and Dropout (both set to 50%). The model is
trained using the Stochastic Gradient Descent optimizer for 50 epochs. The learning rate is initialised
at 0.1 and decreases to 0.01 at epoch 40.
One difference in the model is that the original protocol normalises the input images by an ad-hoc
pre-computed constant. As we are using datasets with very different properties (facial vs full-body,
colour vs greyscale, etc) we instead used Batch Normalisation[8].
Due to the datasets consisting of different image sizes, we varied the size of the loaded images and
the batch size per dataset to maximise computational efficiency. MMF [9] and Market-1501 [10] were
trained with a batch size of 256, with image sizes of 256 × 256 × 3 and 256 × 128 × 3 respectively. Both
Chokepoint[11] and COXFaceDB[12] used a batch size of 512, with an image size of 128 × 128 × 3.

2.2

Datasets

In order to prove the generality of our approach, 4 different reidentification datasets are used in this
paper, each comprising different properties and applications.
MMF [9] is a facial dataset comprised of 77 subjects and 6 cameras: 3 high-quality cameras (A, B, C)
and three low-quality cameras (1, 2, 3). During evaluation, images from the high quality cameras (A,
B, C) were selected for use as the gallery with images from the low-quality cameras (1, 2, 3) being
used as the query set. As this dataset was originally produced by extracting frames from video, many
images are similar so we also limited the dataset to 10 randomly selected images per identity per
camera.
COXFaceDB[12] comprises facial images with 1000 identities, with low-quality video footage taken
with 3 cameras (amounting to 412415 images), and a single high-quality frontal still-image for each
identity. We followed the V2S testing protocol defined in [12], with the exception that we only used a
single fold and not all 10 due to time and computational capacity constraints. The high-quality frontal
still images were chosen for use in the gallery, with random frames selected from the video footage
used in the query set.
Market-1501 [10] is a full-body person re-identification dataset. It consists of 6 cameras, all sharing the
same general features and quality. There are a total of 1501 identities split into train (750 identities)
and test (751 identities) sets. During testing, 3,368 images with hand-drawn bounding boxes are
used as the query images, with the rest of the test set being used as the gallery (which also includes
distractors).
Chokepoint[11] is another facial dataset, and consists of 2 subsets, one with 25 subjects and the other
with 29 subjects. The dataset was constructed over a number of sessions, with each session having 3
cameras. Facial crops have been pre-extracted and saved in greyscale. We followed the general testing
protocol stated in [11], using only the proscribed groups of images in G1 and G2: training on G1 and
evaluating on G2.

2.3

Results

The results of our experiments are shown below in Table 1. In addition to the three transformations
mentioned in Section 1.2, we also evaluated not using the CamStyle augmentation at all (No CamStyle),
and not performing any transformation during the re-identification stage (CamStyle - No Transform).

Table 1: Extended CamStyle Protocol. All values are mean Average Precision (mAP)
Configuration
No CamStyle
CamStyle - No Transform
CamStyle - Query to Gallery
CamStyle - Gallery to Query
CamStyle - Both

MMF[9]

COXFaceDB[12]

Market-1501[10]

Chokepoint[11]

0.443
0.678
0.622
0.794
0.757

0.138
0.257
0.210
0.159
0.246

0.454
0.560
0.517
0.549
0.563

0.808
0.930
0.927
0.938
0.938

For all datasets, some implementation of CamStyle was better than not using it at all. For Market-1501
and Chokepoint, utilizing domain transformations at the re-identification stage did give the best results
by a small amount. This is likely due to all the cameras / domains in those datasets having similar
properties, meaning it is fairly straightforward for the re-identification model itself to identify people
across domains.
When the gallery and query sets have different properties though, such as in MMF, using the extended
CamStyle protocol gave significant improvements. The caveat being that if a transformation is difficult
(such as going from a low-quality to a high-quality domain), then care must be taken with which
particular transformation is selected for use. This explains the better results of the Gallery to Query
transformation than its counterpart. Due to the unbalanced nature of COXFaceDB (gallery-like images
vs query-like images), the CycleGANs overfit during training so we cannot take advantage of the most
useful transformations. While unable to transform individual images while sufficiently maintaining
identity across domains, in aggregate the generated images still boost overall performance.
As a more general choice, using both the Gallery to Query and Query to Gallery transformations
together seems to led to the most consistent results overall.

3

Conclusion

In this paper we proposed an extended CamStyle protocol, where the learned domain adaptation models
learned for data augmentation are further exploited in the testing phase by transforming between
domains prior to extracting reidentification feature vectors. Our approach has been evaluated in four
distinctive reidentification datasets, and found competitive against the baseline. Notably, it leads to
up to 12% improvement regarding the original protocol when domains are significantly different.
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